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Eamonn O’Neill, Director: 

Welcome to the 2021-22 annual review of the University 

of Bath’s Centre for Doctoral Training (CDT) in 

Accountable, Responsible and Transparent Artificial 

Intelligence (ART-AI). 

It is a remarkable testament to the professionalism and 

ability of our students that over the last year we have 

achieved so much. Six out of nine students in cohort 1 

have been on placement, despite the challenges of a 

global pandemic and decreased ability to travel. Our 

events programme has been strengthened by the 

increased use of hybrid and online meetings, allowing us 

to host speakers, and audience members, from across the 

world. I was also proud to see the 16 UKRI-funded AI 

CDTs across the United Kingdom come together in March 

2022 for a workshop on diversity and inclusion in PhD 

student recruitment. We will continue to work closely 

with them, and are already planning joint events for the 

academic year ahead. 

Life has been slowly returning to normal, and we are 

looking forward to a full return to campus from October 

2022. 

Once again, I would like to thank all our partners and 

staff for their work over the last year supporting our 

students, and for a job well done in often challenging 

circumstances. 

September 2022 
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Oscar Bryan: Machine learning for the detection of unexploded ordinance using synthetic aperture sonar 

George Fletcher: Building to intelligent style transfer of 3D character models 

Catriona Gray: An institutional ethnographic study tracing the forces which shape the adoption and use of Artificial Intelligence 

Technologies (AITs) by humanitarian organisations 

Akshil Patel: Open-ended skill acquisition 

Mafalda Ribeiro: AI-inspired closed loop electrical neuromodulation in multiple domains 

Elena Safrygina: Translating spatio-temporal imaging data into clinical data using machine learning 

Jack E. Saunders: Controlled evasive collision avoidance using deep reinforcement learning for the application of delivery UAVs 

Jack R. Saunders: Crossing the Uncanny Valley: the use of deep learning to improve realism in facial animation 

Elsa Zhong: Influencing human decision making with AI 

Damian Ziubroniewicz: Fair machine learning and debiasing algorithms 

2019 intake 

Mafalda Ribeiro completed a 6-month internship at The 

Technology Partnership (TTP) in Cambridge. Mafalda writes: 

“During this time, I contributed to several internal R&D and 

client projects relating to AI/ML and electronics for medical 

devices, namely in the neurotechnology and cardiac do-

mains. My main project focussed on developing ML for low-

power applications (tinyML), but I also had the opportunity 

to work on ML for healthcare applications more broadly and 

firmware/electronics for robotics systems. Beyond the tech-

nical work that I conducted, I was also exposed to the regula-

tory side of medical device development and production, 

which is something I hadn’t had the chance to examine as 

part of my PhD.  

Overall, I found my placement experience at TTP to be very 

rewarding and worthwhile. It was a brilliant opportunity to 

experience the steps between taking a research project and 

making it into a full product. When it comes to medical de-

vices, additional constraints and regulations also come into 

play, which I feel I have a much better grasp of now. Now 

that I am returning to my PhD, I feel that I have a more well-

rounded perspective of my field, and of how my own re-

search fits into it.” 

Mafalda was also lucky enough to visit Aalborg University in 

Denmark for 2 weeks in December 2021. In a collaboration 

with the neural engineering group at the internationally re-

nowned Centre for Neuroplasticity and Pain (CNAP), she was 

able to collect data for use in her PhD project. 

Student Profile: Mafalda Ribeiro 

https://cdt-art-ai.ac.uk/students/mafalda-teixeira-ribeiro/
https://www.ttp.com/
https://www.ttp.com/
https://www.cnap.hst.aau.dk/
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Ed Clark: AI tactical decision aid for management of naval sensors and autonomous vehicles 

Thao Do: AI for identification and support for victims of sexual exploitation in Vietnam 

Tom Donnelly: AI for the control of upper limb prosthetics 

Andy Evans: AI and its consequences for the labour market 

Tory Frame: Improving the sleep, and therefore the long-term health and wellbeing, of UK adults with ethical AI 

Joe Goodier: Interpretable deep learning 

Finn Hambly: Bayesian modelling of low-voltage networks and demand-side management schemes 

Matt Hewitt: Hierarchical reinforcement learning for transparency in AI 

Emma Li: Improved interpretability methods towards more responsible AI 

Pablo Medina: Persuasion-aware systems for dialogue-based negotiation 

Deborah Morgan: AI regulation as an institutional change-maker within the European Union and the United States 

Jessica Nicholson: Robotics processing architecture: a skill acquisition approach to artificial cognitive development 

Alice Parfett: How AI affects privacy and prejudice for humanity 

Brier Rigby Dames: Modelling brain-like intelligence in an evolutionary context for AI applications 

Alex Taylor: Machine learning in safety critical engineering 

2020 intake 

Student Profile: Deborah Morgan in the United States 

UKRI’s Global Research and Innovation Programme (GRIP) supported a 

three-week research visit by Deborah to the United States working in 

fields directly related to her PhD and wider research interests. 

Deborah’s PhD investigates the role of anticipatory regulatory instru-

ments within the regulation of AI systems and she wanted to explore 

regulatory sandboxes within the financial and data sectors. 

Regulatory sandbox projects are being developed and explored in the US 

and the theoretical framework underpinning Deborah’s work originated, 

in part, from the institutional change work of Professor Kathleen Thelen 

in the Political Science group at MIT, who Deborah was able to meet. 

Deborah also met two academics at the University of Michigan –  Prof 

Nicholson Price in the law department and Dr Ben Green of the Gerald R. 

Ford School of Public Policy — to discuss their work, particularly Dr 

Green’s research on human oversight.  She also attended and met with 

many participants at a collaborative RegTech policy summit exploring 

regulatory policy and regulatory technology convened in New York, 

attended by academics from Yale Information Project and commercial 

companies including large international organisations and start-ups.  

At the Centre for Security and Emerging Technologies (CSET) at 

Georgetown University in Washington DC, Deborah met with the AI 

Standards and Policy team and the wider CSET community. Additional 

meetings included companies in the AI healthcare sector, researchers in 

public health and with contacts met through the Political Economy of 

Reinforcement Learning group of UC Berkeley.  

Such an extensive trip with a balance of academics, research centres and 

wider stakeholders within AI governance gave Deborah a wider perspec-

tive on her own research. 
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Dan Beechey: Autonomous development of action hierarchies 

Tom Cannon: Task agnostic efficient and adaptive edge devices using hierarchical reinforcement learning, task inference and 
transfer learning 

Robert Clarke: Shared control for brain-actuated robotic arms towards fusion of AI and human intelligence 

James Elson: Autonomous option discovery in hierarchical reinforcement learning 

Harshinee Goordoyal: Machine learning dynamics for predictions of haemodynamics in cardiovascular devices 

Sophia Jones: Algorithms for AI inspired by the bounded rationality of humans 

Ferdie Krammer: Big data and machine learning for reaction design 

Toby Lewis-Atwell: A transparent machine learning approach to chemical safety assessment 

Jack McKinlay: Explainable AI in Bayesian machine learning research and applications 

Ben Rogers: Neural network optimisation of auxetics 

Tom Ryder: EEG-based brain signal processing and applications using statistical machine learning 

Shashank Sharma: Hierarchical reinforcement learning for natural language 

Joshua Tenn: Debiasing AI advice-taking in human-AI collaborative decisions 

Doug Tilley: Smart cyber-physical systems for multimodal human-robot collaboration 

Todd van Steenwyk: Measuring corporate risk exposure with machine learning 

Syeda Zahra: Algorithmic auditing 

Yue Zhang: Collective augmented intelligence and decision making with AI 

2021 intake 

16 members of ART-AI’s 2021 intake. 
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Eoin Cremen: The influence and interaction of artificial intelligence and cognitive biases on the judgement and decision-
making processes of medical professionals 

Adam Hayes: Reliable AI for solving partial differential equations 

Madalin Facino: Explainable, interpretable and empathetic AI 

Joseph Marvin Imperial: Towards transparent and user-centric models for readability assessment 

James Proudfoot: Understanding transfer learning through the calculation of chemical reaction barriers 

Karolis Ramanauskas: Sample efficiency in deep reinforcement learning 

Jack Sharples: Bioinspired robotic cognitive architecture for understanding human actions 

Jinha Yoon: AI, decision making, emotion, VR: maximising results and effectivity in human-AI coordination and cooperation 

2022 intake 

ART-AI’s 2022 intake: our new students at the start of term. 
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Student activities 

Scott Wellington at Luleå University of 

Technology, Sweden 

Scott Wellington visited the Machine Learning and AI 
Department of the Luleå University of Technology (LTU) in June 
2022, attending LTU’s first conference on brain signal 
processing and Brain Computer Interface (BCI) data analysis, 
and spending time with LTU and their BCI research team, 
discussing and implementing processing methodologies and 
machine learning approaches to a hybrid fMRI-EEG project. 

 

 

 

 

 

Thao Do at 3rd UN World Data Forum 

Thao Do reports, “It was fascinating to participate in the 3rd UN 
World Data Forum 2021 in October 2021 in Bern, Switzerland. 
The conference provided a space for different data 
communities of data producers and data users to discuss, 
challenge, and embrace the power of data, technology and 
other innovative tools to address the data demands for the 
2030 Agenda for Sustainable Development. 

I was impressed by the discussions on the thematic areas of 
leaving no one behind and building trust in data and statistics. 
The sessions focused on generating and leveraging data and 
statistics for improved service delivery and access to microdata 
of small groups, implementing data principles and governance 
to new and existing data sources, while ensuring privacy and 
confidentiality of the users. There were examples from 
fieldwork of an Indian non-governmental organization (NGO) 
showing that directly asking women about their experiences of 
domestic abuse is not always the best way to collect reliable 
data about the violence, thus failing to accurately represent the 
magnitude of the problems.” 

Elsa Zhong working towards the UN’s 

sustainable development goals 

In November 2021, Elsa Zhong attended the global final in a 
United Nations Development Programme competition to 
develop youth-led, innovative, scalable AI-based solutions to 
help achieve the UN’s Sustainable Development Goals. She led 
an inter-disciplinary team whose backgrounds ranged across AI, 
finance, business, consumer behaviour and design. 

Competing against more than 3000 young people across 50 
countries, Elsa’s team was one of 14 selected to attend the 
global final competition broadcasted in Chinese and English by 
UNDP China. 

Elsa’s team proposed a financial Robo-advisor for low-income 
groups with a metaverse based on the Chinese E-RMB 
application. There are 730 million low income people in China 
who are lacking financial education and social networks to 
provide financial advice, which can cause insecurity in special 
circumstances such as an economic crisis and a global 
pandemic. To help these low income people, the team designed 
a Robo-advisor that combines the virtual with reality to provide 
financial advice and education. Their tool provides short term 
financial advice through providing real-life consumption advice 
and getting monthly feedback through the metaverse. Long-
term financial ability is cultivated through acquiring real life 
financial knowledge and practising in the metaverse, thus 
enhancing overall well-being and realising sustainable 
development goals related to poverty and inequality. 

George Fletcher at Climax Studios 

George Fletcher’s six-month internship at game company 
Climax Studios, was of huge use to both his development as a 
researcher and the company’s product development. Climax 
told us, "From our end the experience was overwhelmingly 
positive. George proved himself to be an excellent developer 
and was eager to tackle everything we threw at him … he made 
a real difference on every project, with work ranging from 
research tasks, to back end development. On his final project 
with us, we managed to get him on some work directly related 
to his area of expertise, and he spent the last few months 
researching cutting edge animation systems for a large AAA 
title. The feedback from the client has been hugely positive, and 
George's unique insight has proved invaluable to them."  

https://cdt-art-ai.ac.uk/students/scott-wellington/
https://www.ltu.se/research/subjects/Maskininlarning/Workshoppar/Seminarium-om-hjarnanalys?l=en
https://cdt-art-ai.ac.uk/students/thao-do/
https://unstats.un.org/unsd/undataforum/
https://unstats.un.org/unsd/undataforum/
https://cdt-art-ai.ac.uk/students/elsa-zhong/
https://cdt-art-ai.ac.uk/students/george-fletcher/
https://www.climaxstudios.com/
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Student research outputs 

Oscar Bryan, Roy Edgar Hansen, Tom S. F. Haines, Narada 

Warakagoda, Alan Hunter (2022) Challenges of Labelling 

Unknown Seabed Munition Dumpsites From Acoustic and 

Optical Surveys: A Case Study at Skagerrak. Remote 

Sensing 14 (11): 2619. https://doi.org/10.3390/rs14112619  

Thao Do, Mina Chiang, Eric Kasper, Sharlene Chen (2022) 

Impact of Vietnam’s Covid-19 Response on Vulnerable 

Groups. Institute of Development Studies Policy Briefing 

191. https://doi.org/10.19088/IDS.2022.016   

Anh Duc Do Tran, Dien Dinh, An-Vinh Luong, Thao 

Do (2022) Adapting Cross-lingual Model To Improve 

Vietnamese Dependency Parsing. Artificial Intelligence in 

Data and Big Data Processing: Proceedings of ICABDE 2021: 

97–108. https://doi.org/10.1007/978-3-030-97610-1_9  

George Fletcher, Yiguo Qiao, Rebecca Fribourg, Jake 

Deane, Rachel McDonnell, Darren Cosker (2021) Exploring 

the Perception of Quadruped Motion Retargeting. 14th 

ACM SIGGRAPH Conference on Motion, Interaction and 

Games.  

Donal Egan, George Fletcher, Yiguo Qiao, Darren Cosker, 

Rachel McDonnell (2021) How to train your dog: Neural 

enhancement of quadruped animations. Proceedings – MIG 

2021: 14th ACM SIGGRAPH Conference on Motion, 

Interaction, and Games. https://

doi.org/10.1145/3487983.3488293  

Catriona Gray (2021, May 5). Data Dispossession 

[Online]. The Sociological Review. https://

doi.org/10.51428/tsr.ilzc1791  

Toby Lewis-Atwell, Piers A. Townsend, and Matthew N. 

Grayson (2022) Comparing the Performances of Force 

Fields in Conformational Searching of Hydrogen-Bond-

Donating Catalysts. Journal of Organic Chemistry 87 (9): 

5703–5712. https://doi.org/10.1021/acs.joc.2c00066  

Toby Lewis-Atwell, Piers A. Townsend, Matthew N. 

Grayson (2021) Machine learning activation energies of 

chemical reactions. WIREs Computational Molecular 

Science: e1593. https://doi.org/10.1002/wcms.1593 

  

 

Mafalda Ribeiro, Pamela Ali, Benjamin Metcalfe, Despina 

Moschou, and Paulo Rocha (2021) Microfluidics 

integration into low noise multi-electrode 

arrays. Micromachines 12 (6): 727. https://

doi.org/10.3390/mi12060727 

Mafalda Ribeiro, Kamil Wozniak, Felipe Rettore Andreis, 

Thomas Gomes Nørgaard dos Santos Nielsen, Benjamin 

Metcalfe (2022) Adaptation of the Two-CAP method for 

conduction velocity distribution estimation in multi-

channel recordings. Paper presented at 44th annual 

international conference of the IEEE in Medicine and 

Biology Conference.  

Mafalda Ribeiro, Leen Jabban, Felipe Rettore Andreis, 

Thomas Gomes Nørgaard dos Santos Nielsen, Paulo 

Rocha, Benjamin Metcalfe (2022) An in-vitro system for 

closed loop neuromodulation of peripheral nerves. Paper 

presented at 44th annual international conference of the 

IEEE in Medicine and Biology Conference.  

Leen Jabban, Mafalda Ribeiro, Felipe Rettore Andreis, 

Thomas Gomes Nørgaard dos Santos Nielsen, Benjamin 

Metcalfe (2022) Pig Ulnar Nerve Recording with 

Sinusoidal and Temporal Interference Stimulation. Paper 

presented at 44th annual international conference of the 

IEEE in Medicine and Biology Conference.  

Xiaolong Wu, Guangye Li, Shize Jiang, Scott Wellington, 

Shengjie Liu, Zehan Wu, Benjamin Metcalfe, Liang Chen, 

and Dingguo Zhang (2022) Decoding Continuous Kinetic 

Information of Grasp from Stereo-

electroencephalographic (SEEG) Recordings. Journal of 

Neural Engineering 19 (2): 026047. https://

doi.org/10.1088/1741-2552/ac65b1  

https://doi.org/10.3390/rs14112619
https://opendocs.ids.ac.uk/opendocs/handle/20.500.12413/17246
https://doi.org/10.1007/978-3-030-97610-1_9
https://researchportal.bath.ac.uk/files/227376164/MIG21_poster_owncopyright.pdf
https://researchportal.bath.ac.uk/files/227376164/MIG21_poster_owncopyright.pdf
https://doi.org/10.1145/3487983.3488293
https://doi.org/10.1145/3487983.3488293
https://doi.org/10.51428/tsr.ilzc1791
https://doi.org/10.51428/tsr.ilzc1791
https://doi.org/10.1021/acs.joc.2c00066
https://doi.org/10.1002/wcms.1593
https://doi.org/10.3390/mi12060727
https://doi.org/10.3390/mi12060727
https://doi.org/10.1088/1741-2552/ac65b1
https://doi.org/10.1088/1741-2552/ac65b1
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Synthetic Data for Privacy, Security and 

Augmentation 

Our symposium on Synthetic Data for Privacy, Security and 

Augmentation took place in January 2022, with participants 

from the Office for National Statistics (ONS), Statistics Canada: 

Canada’s national statistics agency, Airbus, DesAcc, DSTL, 

Microsoft,  Mostly AI, Thales, Penn State University, and Cardiff 

University among others. 

On each day there were three to four talks given by researchers 

on and professional users of Synthetic Data, followed by 

challenge led discussions related to Privacy, Security and 

Augmentation. One participant commented, “I enjoyed having 

more of a balance of technical vs social science content, instead 

of predominant social science content.” Whilst another said, “I 

have many new ideas on how synthetic data can be used 

beyond the facilitation of data sharing.”  

ART-AI Writing Retreat 2022 

Students enjoyed a productive 3-day residential Writing Retreat 

at the Ammerdown Retreat Centre in Radstock, Somerset, this 

summer. 

The Retreat brought 3 cohorts of ART-AI students together, 

away from their normal environment, allowing them time to 

focus on their writing. Our 2019 Cohort concentrated on 

papers, our 2020 Cohort focused on their Confirmation Report 

(a key progression point in their studies), while our 2021 Cohort 

used the time to complete their Interdisciplinary Thesis 

Formulation Report., which sets out their future plans for their 

PhD projects  

The event was very well received by all, with one saying, “It has 

been a great 3 days. I have done more in the last 3 days than I 

would have done in two weeks at home!”  

AI Challenge Day 2022 

Over 80 attendees joined us in person for our Annual AI 

Challenge Day in the Apex City of Bath Hotel on 1st February 

2022, in which our students and academic staff from the 

University of Bath are joined by our industry partners and other 

external organisations to discuss AI challenges.  

The day started with presentation of challenges from: BMT, 

Civica, Cognisess, Costain, Mayden, Rolls Royce and Team 

Defence Information. Attendees then moved into table 

discussions, spending time with the challenge presenter and 

discussing their AI Challenge in more detail. At the end of the day, 

each table gave feedback as to what was discussed.  

It was great to be able to meet in person once again for this 

annual event and there were some really positive attendee 

comments, including “Really enjoyable day, the invite is much 

appreciated” and “Good fun and interesting discussions”. 

 

 

 

 

 

Review of  the year 

https://www.ammerdown.org/
https://www.bmt.org/
https://www.civica.com/en-gb/
https://cognisess.com/
https://www.costain.com/
https://mayden.co.uk/
https://www.rolls-royce.com/
https://www.teamdefence.info/
https://www.teamdefence.info/
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We train “specialists with perspectives”: graduates with AI skills 
as well as a broader understanding of the engineering 
applications of AI and the ethical, policy and socio-economic 
consequences of intelligent technologies. We combine deep 
training in a specialism which builds on each student’s 
background, capabilities and aims, with integrated training 
across the breadth of three disciplines: engineering, computer 
science and social sciences. 

Key themes include: 

• transparency and intelligibility of AI 

• risk and decision making with AI 

• safety and trust in human-machine systems 

• policy-making with and for AI 

• innovation in data-driven and classical AI  

• engineering applications of AI 

• diversity and bias in AI 

The course is designed around a 4-year full-time programme of 
study, starting in late September/early October each year, 
where students progress together as a cohort. Applicants are 
expected to be available for full-time study although a part-time 
option is available at the discretion of the CDT directors, 
depending on the needs of the student and the project.  

Year 1 

In year 1, a Masters-level MRes programme draws together AI 
and computer science, engineering and technology, and 
humanities and social sciences. 

Students choose specialist courses in their "home discipline" and 
introductory courses in the other two disciplines, alongside five 
compulsory units: 

• Humans and intelligent machines 

• Statistics for data science/mathematics for AI 

• AI challenge 

• Interdisciplinary research preparation 

• Interdisciplinary thesis formulation report 

The range of optional units to choose from includes: 

• Intelligent agents 

• Machine learning 

• Robotics software 

• Autonomous systems navigation, mapping and 
communications 

• Knowledge, data and our digital social world 

• AI as a social and political practice 

The taught units are assessed using coursework and 
examinations (both oral and written). Students are required to 
reach a pass mark of 60% overall in order to progress onto the 
research phase.  

Years 2-4 

In years 2-4, students focus on their PhD research, while taking 
occasional short courses on relevant topics, transferable skills, 
and specific training for their research interests. Progress is 
monitored by an interdisciplinary supervisory team and the 
CDT’s Director of Training via regular meetings, six-monthly 
progress reports and a progression board of examiners in year 3. 

Once a year, students will come together with academic staff 
and CDT partners in an AI challenge co-creation workshop to 
identify key challenges for AI. 

There are masterclasses and annual ART-AI conference, building 
a wider network of peers and potential employers. Students 
normally go on a placement or research visit to a project 
partner. 

The final stage of the PhD is submission of a substantial thesis 
and an oral or viva voce examination, in which students are 
required to defend the thesis to a Board of Examiners. 

As this is an integrated programme, graduates receive both the 
MRes and the PhD certificates together at the end of the course. 

Our programme 
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We are looking for highly motivated students with a 
demonstrable interest in their research topic and in working in 
an interdisciplinary environment. We are inclusive of all types of 
people, and are actively searching for diversity to build a more 
comprehensive basis from which to generate positive innovation 
in AI. We are looking for a range of individuals with different 
experiences, perspectives and backgrounds who are willing to 
share their understanding and learn collaboratively to 
collectively become “specialists with perspectives”. 

Entry requirements and funding eligibility 

You should have a first class or strong second class bachelor’s 
honours degree or international equivalent in computer science, 
engineering, social sciences, policy research, psychology, or a 
related subject. 

Normally, you will also need to have taken a mathematics 
course or a quantitative methods course at university or have at 
least grade B in A level maths or international equivalent. 

UKRI-funded ART-AI CDT studentships are available on a 
competition basis for up to 4 years. Funding will cover tuition 
fees and maintenance at the national doctoral stipend rate. We 
will offer at least ten studentships for 2023 entry, up to three of 
which can be awarded to international students. 

English language requirements: 

• IELTS: 6.5 overall with no less than 6.0 in all components 

• The Pearson Test of English Academic (PTE Academic): 62 
with no less than 59 in any element 

• TOEFL IBT: 90 overall with a minimum 21 in all 4 
components 

If your first language is not English but within the last 2 years 
you completed your degree in the UK, you may be exempt from 
our English language requirements. 

If you need to improve your English language skills before 
starting your studies, you may be able to take a pre-sessional 
course to reach the required level. 

Application forms should be submitted online (course code 
RDUCM-FP02) and be accompanied by a research proposal. 

On the application form you will need to provide: 

• personal details, including your educational background 

• passport details if you need a visa 

• personal statement, with details of your motivation for 
applying and your research interests. We also wish to know 
what you personally bring as a contribution to equality, 
diversity and inclusion and how your research will 
contribute to societal goals. 

• names of your intended supervisors 

• names and contact details of two referees, including at least 

one from academia if you have been studying recently 

You will need to upload: 

• a research proposal 

• scans of your degree certificate(s) and transcript(s) 

• an up-to-date CV 

We may ask for additional documents. 

If you are an international student you should also provide: 

• an authorised translation of your degree certificate and 
transcript if they are not in English 

• your English language assessment certificate (if available). 

Research proposals need not be the research you will end up 
pursuing in the CDT, but gives the selection panel the 
opportunity to assess your suitability for the programme and 
your research potential. Research proposals should be about 
1,000 words in length and include: 

• Aim and objectives: What are the central aims and research 
questions that will guide your research? Explain what 
questions you are trying to answer or which hypotheses you 
want to test. Prioritise one or two central questions from 
which you can derive secondary ones. 

• Rationale: Contextualise your aims and objectives in a 
broader field of study, identifying the main literature or 
authors that you are addressing. 

• Methodology: Explain how you are going to conduct your 
research; what information you would need, how you would 
collect it and how you are going to analyse it. This only 
needs to be indicative at the moment. 

• Timeline: Provide a summary of what you are planning to do 
and when. 

• Bibliography: Provide a short bibliography of key 
publications related to your research question. 

Feel free to: 

Propose your own research project in an area suitable for ART-
AI. If you are unsure about fit, contact Marina De Vos, Director of 
Training. 

Get in touch with an individual academic to discuss doing a PhD 
under their supervision. You can search our academics’ research 
interests at our research portal. If you're not sure which 
individual to get in touch with, contact Marina De Vos, Director 
of Training. 

Occasionally, we advertise specific projects on FindAPhD.com. If 
you are applying for a specific project, please make this clear in 
your application and proposal. 

How to apply 

https://www.bath.ac.uk/professional-services/pre-sessional-programme/
https://www.bath.ac.uk/professional-services/pre-sessional-programme/
https://samis.bath.ac.uk/urd/sits.urd/run/siw_ipp_lgn.login?process=siw_ipp_app&code1=RDUCM-FP02&code2=0005
mailto:art-ai-applications@bath.ac.uk
mailto:art-ai-applications@bath.ac.uk
https://researchportal.bath.ac.uk/
mailto:art-ai-applications@bath.ac.uk
mailto:art-ai-applications@bath.ac.uk
https://www.findaphd.com/phds/centre-for-accountable-responsible-and-transparent-ai/?c006hjk0
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Spotlight talks 

Our Spotlights on Equality, Diversity and Inclusion are 

seminars focused on the importance of these issues and 

how they relate to AI. 

This year we were pleased to welcome Hannah Devinney, a 

PhD student at Umeå University, Sweden, in May to talk 

about gender bias in Natural 

Language Processing (NLP). Hannah’s 

talk explored some common 

definitions and measurements of 

biases, how they manifest in NLP, 

ways to mitigate the harms they 

cause, and knowledge gaps within 

the research field. Hannah’s current 

research focuses on understanding 

the power structures and biases at 

play in the types of language data 

used to train NLP tools, and 

developing methods to identify and 

mitigate these patterns in order to 

reduce algorithmic harms.  

In January, Sarah Murphy Gray, a member of Google 

Cloud’s Responsible AI team, joined us. Sarah creates 

equitable communities and products by bringing voice and 

opportunity to women and people of colour in the 

corporate and public space. As a strategic planner in AI and 

machine learning with a focus on diversity and inclusion, 

Sarah has years of experience using 

creative problem solving, ambitious 

goal setting and authentic 

relationship building to achieve 

these goals. It’s important for 

everyone to have a voice at the 

table and Sarah creates 

environments that yield progress 

through inclusivity. She spoke about 

the important role of social scientists in the development 

of responsible AI, and described her journey from graduate 

school in Social Policy to her role as a program manager 

focused on fairness and social equity on Google 

Cloud’s Responsible AI team. Everyone has a unique and 

meaningful voice to bring to solving complex social 

problems in AI and Sarah described how her experiences, 

both before and after graduate school have influenced 

how she approaches responsible AI.  

Gillian Arnold, Managing Director of Tectre Ltd, also joined 

us to talk about recognising and handling micro behaviours 

and her inspirational journey over 30 years in the IT 

industry, the last 22 years being with IBM. She has 

undertaken customer facing technical, sales, business 

development, strategic marketing 

and consultancy roles. She proved 

her expertise in managing and 

establishing teams for new 

products, and building teams with 

cross-industry and cross-platform 

experience across EMEA and the 

UK. She now sits on the board of 

directors for WISE which supports 

Women in STEM, and is currently chair for BCSWomen, 

which is a specialist group of the British Computer Society, 

The Chartered Institute for IT.  

In October, we celebrated Ada Lovelace Day with a 

seminar chaired by Marina De Vos with ART-AI 

students Mafalda Ribeiro and Deborah Morgan sharing 

their experiences as women working in STEM. Ada, 

Countess of Lovelace, 

is renowned today as 

the first person to 

publish an algorithm 

for Charles Babbage’s 

Analytical Engine, 

often considered the 

first computer.  She 

lends her name to 

Ada Lovelace Day, 

which aims to raise 

the profile of women 

in STEM and counter 

bias. 

 

 

Our ED&I Statement 

Our ED&I Statement, written by our ED&I Committee, is 

available on our website.  

Equality, Diversity and Inclusion 

https://cdt-art-ai.ac.uk/our-staff/
https://cdt-art-ai.ac.uk/students/mafalda-teixeira-ribeiro/
https://cdt-art-ai.ac.uk/students/deborah-morgan/
https://cdn.cdt-art-ai.ac.uk/2022/10/art-ai-cdt-edi-statement.pdf
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‘The development of AI is an extremely exciting growth area 
and Rolls-Royce view it is as one of the key technologies to 
enable our digital strategy. It's crucial we understand the 
accountable, responsible and transparent elements of 
Artificial Intelligence, in order to ensure we can maximise the 
vast potential in the Defence and Aerospace sector.’ - Gareth 
Hetheridge, Rolls Royce Senior IT Business Partner 

‘We see huge implications for the future of industry resulting 
from developments in AI, all of which are built on the premise 
of trust. The CDT will build a community who'll have the skills 
to develop the AI solutions of the future whilst ensuring these 
systems are ethically sound, and capable of making decisions 
reliably and without bias.’ - Ian Risk, CTO, CFMS 

‘Like most exciting new developments in science and 
technology, AI has immense capacity for good -- but raises 
many unanswered questions about how it will affect people's 
relationships, their communities and the distribution of power 
within society. We're delighted to partner with the CDT and 
look forward to working with its partners and the doctoral 
students it will recruit.’ - Revd Dr Malcolm Brown, Director of 
Mission and Public Affairs for the Archbishops' Council, 
Church of England 

Partnerships 

We work with a wide range of partners, including 
companies, the public sector, and international 
universities, to encourage networking and the co-
creation of research projects on issues that matter to 
them and us. 

Our students also go on placements and student 
exchanges to experience different research 
environments and work on real problems in partner 
organisations. 

Partners can fund or co-fund studentships, act as hosts 
for internships or academic visits, send visiting students 
to work with us, host masterclasses or give tutorials and 
seminars, and exchange expertise, access to facilities, or 
external supervision. 

If you are interested in working with us please contact 
us at  info@cdt-art-ai.ac.uk. 

Our existing network includes: 

mailto:info@cdt-art-ai.ac.uk
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Eamonn O’Neill 

Director 

Independent Advisory Board 

 Husna Siddiqi — Chair 

  Commodore Barry Brooks 

  Mandy Chessell 

  Dr Fiona Colquhoun  

  Dr Rachel Free  

  Matt Griffith  

  Gail Kent  

  Dr Oli Lanning  

  Dr Clara Neppel  

  Chris Rees  

  Len Rinaldi 

  Phil Williams  

 

Former members: 

  Lord Hollick — Chair (until May 2021) 

  Prof Mark Coeckelbergh 

  Antony Walker  

 

 

Liz O’Driscoll (Civica) — Chair 

Alistair Nottle (Airbus) 

Mishka Nemes (Alan Turing 

Institute) 

Esin Turkbeyler (BMT) 

Malcolm Brown (Church of England) 

Mae Soto (Dalhousie University) 

Obum Ekeke (DeepMind) 

Hugh Lyshkow (DesAcc) 

Simon Fanshawe OBE (Diversity by 

Design) 

Karen Croxson (FCA) 

Sarah Murphy Gray Pickett (Google) 

Carles Sierra (IIIA-CSIC, Spain) 

Ralph Hertwig (MPI Berlin) 

Darren Cosker (Microsoft) 

Rob Harper (Moogsoft) 

Sandro Carniel (NATO CMRE) 

Ken Satoh (NII, Japan) 

Leah Chapman (NPL) 

Duncan Russell (Ocado) 

Debbie Cooper (ONS) 

Maria Axente (PwC) 

Ben Megson (Rolls Royce) 

Ian Cox (SEA Ltd) 

Mark Burnett (Seiche/AutoNaut) 

Samantha Dugelay (Thales) 

Shi-Min Hu (Tsinghua University) 

Virginia Dignum (Umeå University) 

Andreas Theodorou (Umeå 

University) 

Andreas Austeng (University of 

Oslo) 

Torsten Schaub (University of 

Potsdam) 

André de Carvalho (University of 

São Paulo) 

Jaime Sichman (University of São 

Paulo) 

Atte Oksanen (Tampere University) 

Maneesh Singh (formerly Verisk 

Analytics) 

Wu Fei (Zhejiang University) 

Strategy and Partnerships Board 

Academic management and governance 

Özgür Şimşek 

Machine 
learning 

Peter Wilson 

Autonomous systems 

and robotics 

Alan Hunter 

Partnerships 

Emma Carmel 

AI and public 

policy 

Hugh Lauder 

Impact of AI on 

society 

Julian Padget 

Innovations in AI 

technologies 

Marina De Vos 

Director of Training 
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UKRI Centre for Doctoral Training in Accountable, Responsible and Transparent AI 

(ART-AI) 

1 West 

University of Bath 

Claverton Down 

Bath BA2 7AY 

 

@ARTAIBath 

https://www.linkedin.com/company/ukri-cdt-in-accountable-responsible-and-

transparent-ai/ 

https://cdt-art-ai.ac.uk/  

https://cdt-art-ai.ac.uk/

